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Who we are

After years of collaboration and contribution to
open standards alongside intel, Codeplay Software
is a subsidiary of Intel after an acquisition made this
year.

We will continue to operate as Codeplay Software
and will work extensively with all relevant
industries to advance the SYCL ecosystem,
especially around oneAPI

Codeplay is now working jointly with intel to further
advance the SYCL standard and the oneAPI open
ecosystem.
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Neural networks and RISC-V

* Domain specific accelerators are required to achieve cost-effective performance
on-chip

 Cost effective performance requires tuning the design to the needs of the
workload required

e RISC-V ISA has a minimalist base integer instruction set and provides custom
extensions

* Anideal starting point for creating special accelerators
 More companies are looking at RISC-V to enable Al software

e Designs can benefit from the RISC-V vector extension

* Enables vectorization for various application R ®
* Helps achieve high compute density on chip : 4 ISC
NE0E
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SYCL

e Open standard APl introduced by Khronos

e Uses ISO standard C++ code
* Provides single—source programming model for accelerator Processors

* Allow accessing both high-level and low-level code
 Suitable for graph model programming by tracking kernel dependency

* Multiple implementations
* ComputeCPP
o DPCH
* hipSYCL

* Programming model KH RON OS

GROUP
° Kernel SCOpe CONNECTING SOFTWARE TO SILICON

 Command group scope
* Application Scope
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SYCL on RISC-V Architecture

C++ software VGG-16

Eigen - Linear Algebra Library
SYCL-DNN — Similar to cuDNN
SYCL-BLAS — Similar to cuBLAS

Neural network classifier
Compiler application

Driver interface API

RISC-V hardware

ComputeMux

Host CPU Programmable | Communication IP Blocks The oneAPI platform provides
all the supporting open source
"= - libraries and frameworks

needed to build this neural

network demonstration
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Neural network primitives
N VGG

VGG
224 x224 x3 224 x 224 x 64 SyC ldnn : : Convzd

sycldnn: :BiasAdd

ﬂ/ﬂl‘”@l{% 1x1x4096 1x 1x 1000 Syc 1dnn o o Relu

|
sycldnn: :pooling

(=) convolution+ReLU
max pooling

e syclblas: :gemm

sycldnn: :BiasAdd
sycldnn: :Relu

Sycldnn: :softmax
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PiusE

ost_ptr()};

buffer<T> bB(MB, dimensions,
buffer<T> bC(MC, dimensions,

g L ||V Connected layer (FC

q.submi

::read»(cgh);
b(.templ : : :writes>{cgh);
ocalRange = range< size);

accessor<T, 1, access::mode::read_write, access::target::local> pBA(
localRange, cgl
accessor<T, 1, acc
localRange, cgh);

:mode::read write, access::target::local> pBEB(

cgh.parallel_ for<m<m_kernel:>
nd_range<2>{range<2>(matSize, matSize)
range<2>(block5ize, block5iz

[=1(nd_item<2> it) {

= b start; a <= a_end;
blockSize, b += (blockSize * matSize)) {
blockSize; k++) {

int blockX
int blockyY

Main Computation

pBA[localY * blockSize + k] * pBE[localX * blockSize + k];

int localx
int localY

int a_start = matSize * blockSize * blockY;
, it.barrier{access::fence space::local space);
int a_end = a_start + matSize - 1; _ - -

I
int b_start = blockSize * blockX; )

pC[elemIndex] = tmp;

T tmp = 8.8f;

pBA[localY * blockSize + localX] S

pAla + matSize * localY + localX]; Comp”ation
- er{access: :fence_space . Offloading to a Scalar/vector
for (int k = @; k < blockSize; k++) { RISC-V device

pBA[localY * blockSize + k] * pBE[localX * blockSize + k];

::1local_sp

it.barrier{access::

auto elemIndex = it.ge * it.pget_global range()[1] +

pC[elemIndex] = tmp;
i
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RISC-V/RVV Kernel compilation flow FC

Device
SYCL Kernel

Compiler

Different memory

(TCM, DRAM etc) Scalar LLVM IR » SPIR/SPIR-V
annotated in IR

CPU
Compiler

Codeplay Vectorizer (‘vecz’)

Vector LLVM IR ‘ LLVM back-end ‘: ‘

RISC
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<mxm_kernel>(
nd_range<2>{range<2>(matsSize, matSize),

range<2>({blockSize, blockSize)},
[=](nd_item<2> it) {

FC: Kernel [

int block¥

These are the 2 most inner kernel

loops. The compiler inserts the outer
e loop to loop over all the data items to be
processed by these cores

int localX
int localy

al id(®e);

int a_start = matSize * blockSize * blockY;

int a_end = a_start + matSize - 1;

a_start, b = b_start; a <= a_end;

int b_start = blockSize * blockX; a += blockSize, b += (blockSize * matSize)) {
for (int k = 8; k < blockSize; k++) {
tmp +=
LLVM IR float tmp = 8.8f; [localy * blockSize + k] * [localXx * blocksize + k];

or (int a = a start, b = b_start; a <= a_end;
+= blockSize, b += (blockSize * matSize))
. ockes \prockoize . O .barrier(access::fence_space::local space);
[localY * blockSize + localX] =
[a + matSize * local¥Y + localX]; [elemIndex] = tmp;

[localX * blockSize + localY] =
[b + matSize * local¥ + localX];
.barrier(access::fence space::local space);

COmpUtEMUX LLVM IR for (int k = 8; k < blockSize; k++) {

[local¥ * blockSize + k] * [localX * blockSize + k];

RISC'V VeCtOr ASSme|y .barrier(access::fence_space::local space);

auto elemIndex = .get_global_id(8) * .get_global range()[1] +

[elemIndex] = tmp;

Il
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FC: LLVM IR

SYCL Kernel

ComputeMux LLVM IR

RISC-V Vector Assembly
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SYCL Kernel

LLVM IR

ComputeMux LLVM IR

RISC-V Vector Assembly
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FC: SPIR-V
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FC: ComputeMux LLVM IR

SYCL Kernel

LLVM IR

RISC-V Vector Assembly
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%855

mul.i.
%add.d

%356

amul.i.
%add.d

%857

Zmul.i.
%add . i

%858

Zmul.i.
%add .1

%859

Zamul.di.
%add . 1

%360

Zmul.i.
%add.d

%361

amul.i.
%add . d

%862

xmul.i.
¥add . i

%863

Zmul.i.
%add .1

%864

mul.i.
%add.d

%365

amul.i.
%add.d

%866

Zmul.i.
%add . i

float> %848, <4 x float>
¢ float> %855, %853
¢ float> %363, ¥mul.i.i.
oat> %848, <4 x fl
loat> %856,
x float> %mul.i.i.i35.1.
Float> %848, <4 x
loat> %857, %851
« float> ¥mul.i.i.i33.1.
pats» %848, <4 x
loat> %858, %854
¢ float> ¥mul.i.i.i31.3i.
pat» %849, <4 x
loat> %859, %
float> %362,
> %849, <4 x
pat> %B6O,
oat» ¥mul.i.i.i27.1i.
» %849, <4 x
pat> %861, 851
oat> ¥mul.i.i.i25.1i.
» %849, <4 x f
oat> %862, %354
oat> ¥mul.i.i.i23.i.
» %8508, <4 x
oat> %863, %
Zmul. i

*852
oat» ¥mul.i.i.il19.i.
» %850, <4 x fl
pat> %865, #8511

=3

» undef, <4 x i3

i, %add.i.i

» undef, <4 x i3

i, %add.i.i

» undef, <4 x i3

i, ¥add.i.i

» undef, <4 x i

i.i29.i.1
> undef, <4 x i3

i, ¥add.i.i

» undef, <4 x i3

i, %add.i.i

» undef, <4 x i3

i, %add.i.i

» undef, <4 x i

R 7 I s
> undef, <4 x i3

i, ¥add.i.i

» undef, <4 x i3

1.1, %add.i.i

pat> %866, %854

oat> ¥mul.i.i.i15.i.1i

» zeroinitializer

saloal

» zeroinitializer

Jild

» zeroinitializer
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FC: RISC-V Vector assembly

SYCL Kernel

LLVM IR

ComputeMux LLVM IR
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Benefits of this approach

1. Easy porting of large-scale software from GPUs to new processor
designs
2. Can support a very wide range of high-performance architectures

3. Easily tuneable: tile-sizes, memory-sizes, algorithms, memory access
patterns, parallelization, scheduling

4. Supports real-world and dynamic workloads
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Thank you!

Notices & Disclaimers
Intel technologies may require enabled hardware, software or service activation.
No product or component can be absolutely secure.
Your costs and results may vary.
Codeplay Software Ltd.. Codeplay, Intel, the Intel logo, and other Intel marks are trademarks of Intel Corporation or its subsidiaries. Other names and brands may be claimed as the property of
others.
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